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Abstract—For students across domains and disciplines, the message has been
communicated loud and clear: data skills are an essential qualification for today’s
job market. This includes not only the traditional introductory stats coursework
but also machine learning, artificial intelligence, and programming in Python or
R. Consequently, there has been significant student-initiated demand for data
analytic and computational skills sometimes with very clear objectives in mind,
and other times guided by a vague sense of “the work I want to do will require
this.” Now we have options. If we train students using “black box” algorithms
without attending to the technical choices involved, then we run the risk of
unleashing practitioners who might do more harm than good. On the other hand,
courses that completely unpack the “black box” can be so steeped in theory that
the barrier to entry becomes too high for students from social science and policy
backgrounds, thereby excluding critical voices. In sum, both of these options
lead to a pitfall that has gained significant media attention over recent years: the
harms caused by algorithms that are implemented without sufficient attention to
human context. In this paper, we - two mathematicians turned data scientists
- present a framework for teaching introductory data science skills in a highly
contextualized and domain flexible environment. We will present example course
outlines at the semester, weekly, and daily level, and share materials that we
think hold promise.

Index Terms—computational social science, public policy, data science, teach-
ing with Python

Introduction

As data science continues to gain prominence in the public eye,
and as we become more aware of the many facets of our lives
that intersect with data-driven technologies and policies every day,
universities are broadening their academic offerings to keep up
with what students and their future employers demand. Not only
are students hoping to obtain more hard skills in data science
(e.g. Python programming experience), but they are interested
in applying tools of data science across domains that haven’t
historically been part of the quantitative curriculum. The Master
of Arts in Law and Diplomacy (MALD) is the flagship program of
the Fletcher School of Law and International Diplomacy at Tufts
University. Historically, the program has contained core elements
of quantitative reasoning with a focus on business, finance, and
international development, as is typical in graduate programs in
international relations. Like academic institutions more broadly,
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the students and faculty at the Fletcher School are eager to
seize upon our current data moment to expand their quantitative
offerings. With this in mind, The Fletcher School reached out to
the co-authors to develop a course in data science, situated in the
context of international diplomacy.

In response, we developed the (Python-based) course, Data
Science for Global Applications, which had its inaugural offering
in the Spring semester of 2022. The course had 30 enrolled
Fletcher School students, primarily from the MALD program.
When the course was announced we had a flood of interest from
Fletcher students who were extremely interested in broadening
their studies with this course. With a goal of keeping a close
interactive atmosphere we capped enrollment at 30. To inform the
direction of our course, we surveyed students on their background
in programming (see Fig. 1) and on their motivations for learning
data science (see Fig 2). Students reported only very limited
experience with programming - if any at all - with that experience
primarily in Excel and Tableau. Student motivations varied, but
the goal to get a job where they were able to make a meaningful
social impact was the primary motivation.

Fig. 1: The majority of the 30 students enrolled in the course had little
to no programming experience, and none reported having "a lot" of
experience. Those who did have some experience were most likely to
have worked in Excel or Tableau.

The MALD program, which is interdisciplinary by design, pro-
vides ample footholds for domain specific data science. Keeping
this in mind, as a throughline for the course, each student worked
to develop their own quantitative policy project. Coursework and
discussions were designed to move this project forward from
initial policy question, to data sourcing and visualizing, and
eventually to modeling and analysis.

In what follows we will describe how we structured our
course with the goal of empowering beginner programmers to use
Python for data science in the context of international relations
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Fig. 2: The 30 enrolled students were asked to indicate which were
relevant motivations for taking the course. Curiosity and a desire to
make a meaningful social impact were among the top motivations our
students expressed.

and diplomacy. We will also share details about course content
and structure, methods of assessment, and Python programming
resources that we deployed through Google Colab. All of the
materials described here can be found on the public course page
https://karink520.github.io/data-science-for-global-applications/.

Course Philosophy and Goals

Our high level goals for the course were i) to empower students
with the skills to gain insight from data using Python and ii) to
deepen students’ understanding of how the use of data science
affects society. As we sought to achieve these high level goals
within the limited time scope of a single semester, the following
core principles were essential in shaping our course design. Below,
we briefly describe each of these principles and share some
examples of how they were reflected in the course structure. In a
subsequent section we will more precisely describe the content of
the course, whereupon we will further elaborate on these principles
and share instructional materials. But first, our core principles:

Connecting the Technical and Social

To understand the impact of data science on the world (and the
potential policy implications of such impact), it helps to have
hands-on practice with data science. Conversely, to effectively
and ethically practice data science, it is important to understand
how data science lives in the world. Thus, the "hard" skills of
coding, wrangling data, visualizing, and modeling are best taught
intertwined with a robust study of ways in which data science is
used and misused.

There is an increasing need to educate future policy-makers
with knowledge of how data science algorithms can be used
and misused. One way to approach meeting this need, especially
for students within a less technically-focused program, would
be to teach students about how algorithms can be used without
actually teaching them to use algorithms. However, we argue that
students will gain a deeper understanding of the societal and
ethical implications of data science if they also have practical
data science skills. For example, a student could gain a broad
understanding of how biased training data might lead to biased
algorithmic predictions, but such understanding is likely to be
deeper and more memorable when a student has actually practiced
training a model using different training data. Similarly, someone

might understand in the abstract that the way the handling of
missing data can substantially affect the outcome of an analysis,
but will likely have a stronger understanding if they have had to
consider how to deal with missing data in their own project.

We used several course structures to support connecting data
science and Python "skills" with their context. Students had
readings and journaling assignments throughout the semester on
topics that connected data science with society. In their journal
responses, students were asked to connect the ideas in the reading
to their other academic/professional interests, or ideas from other
classes with the following prompt:

Your reflection should be a 250-300 word narrative.
Be sure to tie the reading back into your own studies,
experiences, and areas of interest. For each reading,
come up with 1-2 discussion questions based on the con-
cepts discussed in the readings. This can be a curiosity
question, where you’re interested in finding out more,
a critical question, where you challenge the author’s
assumptions or decisions, or an application question,
where you think about how concepts from the reading
would apply to a particular context you are interested in
exploring.1

These readings (highlighted in gray in Fig 3), assignments, and
the related in-class discussions were interleaved among Python
exercises meant to give students practice with skills including
manipulating DataFrames in pandas [The22], [Mck10], plotting in
Matplotlib [Hun07] and seaborn [Was21], mapping with GeoPan-
das [Jor21], and modeling with scikit-learn [Ped11]. Student
projects included a thorough data audit component requiring
students to explore data sources and their human context in detail.
Precise details and language around the data audit can be found
on the course website.

Managing Fears & Concerns Through Supported Programming

We surmised that students who are new to programming and
possibly intimidated by learning the unfamiliar skill would do
well in an environment that included plenty of what we call
supported programming - that is, practicing programming in class
with immediate access to instructor and peer support.

In the pre-course survey we created, many students identified
concerns about their quantitative preparation, whether they would
be able to keep up with the course, and how hard programming
might be. We sought to acknowledge these concerns head-on,
assure students of our full confidence in their ability to master
the material, and provide them with all the resources they needed
to succeed.

A key resource to which we thought all students needed
access was instructor attention. In addition to keeping the class
size capped at 30 people, with both co-instructors attending all
course meetings, we structured class time to maximize the time
students spent actually doing data science in class. We sought
to keep demonstrations short, and intersperse them with coding
exercises so that students could practice with new ideas right
away. Our Colab notebooks included in the course materials show
one way that we wove student practice time throughout. Drawing
insight from social practice theory of learning (e.g. [Eng01],
[Pen16]), we sought to keep in mind how individual practice and
learning pathways develop in relation to their particular social and

1. This journaling prompt was developed by our colleague Desen Ozkan at
Tufts University.
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institutional context. Crucially, we devoted a great deal of in-class
time to students doing data science, and a great deal of energy
into making this practice time a positive and empowering social
experience. During student practice time, we were circulating
throughout the room, answering student questions and helping
students to problem solve and debug, and encouraging students
to work together and help each other. A small organizational
change we made in the first weeks of the semester that proved
to have outsized impact was moving our office hours to hold them
directly after class in an almost-adjacent room, to make it as easy
as possible for students to attend office hours. Students were vocal
in their appreciation of office hours.

We contend that the value of supported programming time
is two-fold. First, it helps beginning programmers learn more
quickly. While learning to code necessarily involves challenges,
students new to a language can sometimes struggle for an un-
productively long time on things like simple syntax issues. When
students have help available, they can move forward from minor
issues faster and move more efficiently into building a meaningful
understanding. Secondly, supported programming time helps stu-
dents to understand that they are not alone in the challenges they
are facing in learning to program. They can see other students
learning and facing similar challenges, can have the empowering
experience of helping each other out, and when asking for help
can notice that even their instructors sometimes rely on resources
like StackOverflow. An unforeseen benefit we believe co-teaching
had was to give us as instructors the opportunity to consult
with each other during class time and share different approaches.
These instructor interactions modeled for students how even as
experienced practitioners of data science, we too were constantly
learning.

Lastly, a small but (we thought) important aspect of our setup
was teaching students to set up a computing environment on
their own laptops, with Python, conda [Ana16], and JupyterLab
[Pro22]. Using the command line and moving from an environ-
ment like Google Colab to one’s own computer can both present
significant barriers, but doing so successfully can be an important
part of helping students feel like ‘real’ programmers. We devoted
an entire class period to helping students with installation and
setup on their own computers.

We considered it an important measure of success how many
students told us at the end of the course that the class had helped
them overcome sometimes longstanding feelings that technical
skills like coding and modeling were not for them.

Leveraging Existing Strengths To Enhance Student Ownership

Even as beginning programmers, students are capable of creating a
meaningful policy-related data science project within the semester,
starting from formulating a question and finding relevant datasets.
Working on the project throughout the semester (not just at the
end) gave essential context to data science skills as students could
translate into what an idea might mean for "their" data. Giving
students wide leeway in their project topic allowed the project to
be a point of connection between new data science skills and their
existing domain knowledge. Students chose projects within their
particular areas of interest or expertise, and a number chose to
additionally connect their project for this course to their degree
capstone project.

Project benchmarks were placed throughout the semester
(highlighted in green in Fig 3) allowing students a concrete
way to develop their new skills in identifying datasets, loading

and preparing data for exploratory data analysis, visualizing and
annotating data, and finally modeling and analyzing data. All
of this was done with the goal of answering a policy question
developed by the student, allowing the student to flex some
domain expertise to supplement the (sometimes overwhelming!)
programmatic components.

Our project explicitly required that students find two datasets
of interest and merge them for the final analysis. This presented
both logistical and technical challenges. As one student pointed
out after finally finding open data: hearing people talk about the
need for open data is one thing, but you really realize what that
means when you’ve spent weeks trying to get access to data that
you know exists. Understanding the provenance of the data they
were working with helped students assess the biases and limita-
tions, and also gave students a strong sense of ownership over
their final projects. An unplanned consequence of the broad scope
of the policy project was that we, the instructors, learned nearly
as much about international diplomacy as the students learned
about programming and data science, a bidirectional exchange of
knowledge that we surmised to have contributed to student feeling
of empowerment and a positive class environment.

Course Structure

We broke the course into three modules, each with focused
reading/journaling topics, Python exercises, and policy project
benchmarks: (i) getting and cleaning data, (ii) visualizing data,
and (iii) modeling data. In what follows we will describe the key
goals of each module and highlight the readings and exercises that
we compiled to work towards these goals.

Getting and Cleaning Data

Getting, cleaning, and wrangling data typically make up a signif-
icant proportion of the time involved in a data science project.
Therefore, we devoted significant time in our course to learning
these skills, focusing on loading and manipulating data using
pandas. Key skills included loading data into a pandas DataFrame,
working with missing data, and slicing, grouping, and merging
DataFrames in various ways. After initial exposure and practice
with example datasets, students applied their skills to wrangling
the diverse and sometimes messy and large datasets that they found
for their individual projects. Since one requirement of the project
was to integrate more than one dataset, merging was of particular
importance.

During this portion of the course, students read and discussed
Boyd and Crawford’s Critical Questions for Big Data [Boy12]
which situates big data in the context of knowledge itself and
raises important questions about access to data and privacy. Ad-
ditional readings included selected chapters from D’Ignazio and
Klein’s Data Feminism [Dig20] which highlights the importance
of what we choose to count and what it means when data is
missing.

Visualizing Data

A fundamental component to communicating findings from data
is well-executed data visualization. We chose to place this module
in the middle of the course, since it was important that students
have a common language for interpreting and communicating their
analysis before moving to the more complicated aspects of data
modeling. In developing this common language, we used Wilke’s
Fundamentals of Data Visualization [Wil19] and Cairo’s How

https://stackoverflow.com/
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Fig. 3: Course outline for a 13-week semester with two 70 minute instructional blocks each week. Course readings are highlighted in gray and
policy project benchmarks are highlighted in green.

Chart’s Lie [Cai19] as a backbone for this section of the course.
In addition to reading the text materials, students were tasked with
finding visualizations “in the wild,” both good and bad. Course
discussions centered on the found visualizations, with Wilke and
Cairo’s writings as a common foundation. From the readings and
discussions, students became comfortable with the language and
taxonomy around visualizations and began to develop a better ap-
preciation of what makes a visualization compelling and readable.
Students were able to formulate a plan about how they could best
visualize their data. The next task was to translate these plans into
Python.

To help students gain a level of comfort with data visualization
in Python, we provided instruction and examples of working
with a variety of charts using Matplotlib and seaborn, as well
as maps and choropleths using GeoPandas, and assigned students
programming assignments that involved writing code to create
a visualization matching one in an image. With that practical
grounding, students were ready to visualize their own project data

using Python. Having the concrete target of how a student wanted
their visualization to look seemed to be a motivating starting
point from which to practice coding and debugging. We spent
several class periods on supported programming time for students
to develop their visualizations.

Working on building the narratives of their project and devel-
oping their own visualizations in the context of the course readings
gave students a heightened sense of attention to detail. During
one day of class when students shared visualizations and gave
feedback to one another, students commented and inquired about
incredibly small details of each others’ presentations, for example,
how to adjust y-tick alignment on a horizontal bar chart. This sort
of tiny detail is hard to convey in a lecture, but gains outsized
importance when a student has personally wrestled with it.

Modeling Data

In this section we sought to expose students to introductory
approaches in each of regression, classification, and clustering
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in Python. Specifically, we practiced using scikit-learn to work
with linear regression, logistic regression, decision trees, random
forests, and gaussian mixture models. Our focus was not on the
theoretical underpinnings of any particular model, but rather on
the kinds of problems that regression, classification, or clustering
models respectively, are able to solve, as well as some basic ideas
about model assessment. The uniform and approachable scikit-
learn API [Bui13] was crucial in supporting this focus, since it
allowed us to focus less on syntax around any one model, and more
on the larger contours of modeling, with all its associated promise
and perils. We spent a good deal of time building an understanding
of train-test splits and their role in model assessment.

Student projects were required to include a modeling com-
ponent. Just the process of deciding which of regression, clas-
sification, or clustering were appropriate for a given dataset and
policy question is highly non-trivial for beginners. The diversity of
student projects and datasets meant students had to grapple with
this decision process in its full complexity. We were delighted by
the variety of modeling approaches students used in their projects,
as well as by students’ thoughtful discussions of the limitations of
their analysis.

To accompany this section of the course, students were as-
signed readings focusing on some of the societal impacts of data
modeling and algorithms more broadly. These readings included
a chapter from O’Neil’s Weapons of Math Destruction [One16] as
well as Buolamwini and Gebru’s Gender Shades [Buo18]. Both of
these readings emphasize the capacity of algorithms to exacerbate
inequalities and highlight the importance of transparency and
ethical data practices. These readings resonated especially strongly
with our students, many of whom had recently taken courses in
cyber policy and ethics in artificial intelligence.

Assessments

Formal assessment was based on four components, already alluded
to throughout this note. The largest was the ongoing policy
project which had benchmarks with rolling due dates throughout
the semester. Moreover, time spent practicing coding skills in
class was often done in service of the project. For example, in
week 4, when students learned to set up their local computing
environments, they also had time to practice loading, reading, and
saving data files associated with their chosen project datasets. This
brought challenges, since often students sitting side-by-side were
dealing with different operating systems and data formats. But
from this challenge emerged many organic conversations about
file types and the importance of naming conventions. The rubric
for the final project is shown in Fig 4.

The policy project culminated with in-class “micro presenta-
tions” and a policy paper. We dedicated two days of class in week
13 for in-class presentations, for which each student presented
one slide consisting of a descriptive title, one visualization, and
several “key takeaways” from the project. This extremely restric-
tive format helped students to think critically about the narrative
information conveyed in a visualization, and was designed to
create time for robust conversation around each presentation.

In addition to the policy project, each of the three course
modules also had an associated set of Python exercises (available
on the course website). Students were given ample time both in
and out of class to ask questions about the exercises. Overall, these
exercises proved to be the most technically challenging component
of the course, but we invited students to resubmit after an initial
round of grading.

And finally, to supplement the technical components of the
course we also had readings with associated journal entries sub-
mitted at a cadence of roughly two per module. Journal prompts
are described above and available on the course website.

Conclusion

Various listings of key competencies in data science have been
proposed [NAS18]. For example, [Dev17] suggests the following
pillars for an undergraduate data science curriculum: computa-
tional and statistical thinking, mathematical foundations, model
building and assessment, algorithms and software foundation,
data curation, and knowledge transference—communication and
responsibility. As we sought to contribute to the training of
data-science informed practitioners of international relations, we
focused on helping students build an initial competency especially
in the last four of these.

We can point to several key aspects of the course that made
it successful. Primary among them was the fact that the majority
of class time was spent in supported programming. This means
that students were able to ask their instructors or peers as soon
as questions arose. Novice programmers who aren’t part of a
formal computer science program often don’t have immediate
access to the resources necessary to get "unstuck." for the novice
programmer, even learning how to google technical terms can be a
challenge. This sort of immediate debugging and feedback helped
students remain confident and optimistic about their projects. This
was made all the more effective since we were co-teaching the
course and had double the resources to troubleshoot. Co-teaching
also had the unforeseen benefit of making our classroom a place
where the growth mindset was actively modeled and nurtured:
where one instructor wasn’t able to answer a question, the other
instructor often could. Finally, it was precisely the motivation of
learning data science in context that allowed students to maintain a
sense of ownership over their work and build connections between
their other courses.

Learning programming from the ground up is difficult. Stu-
dents arrive excited to learn, but also nervous and occasionally
heavy with the baggage they carry from prior experience in
quantitative courses. However, with a sufficient supported learning
environment it’s possible to impart relevant skills. It was a measure
of the success of the course how many students told us that the
course had helped them overcome negative prior beliefs about
their ability to code. Teaching data science skills in context and
with relevant projects that leverage students’ existing expertise and
outside reading situates the new knowledge in a place that feels
familiar and accessible to students. This contextualization allows
students to gain some mastery while simultaneously playing to
their strengths and interests.
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